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Abstract

The definition of a “good" neighborhood structure on the solution space is a key step

when designing several types of heuristics for Mixed Integer Programming (MIP). Typ-

ically, in order to achieve efficiency in the search, the neighborhood structures need to

be tailored not only to the specific problem but also to the peculiar distribution of the

instances to be solved (reference instance population). Nowadays, this is done by hu-

man experts through a time-consuming process comprising: (a) problem analysis, (b)

literature scouting and (c) experimentation. In this paper, we illustrate an Automatic

Neighborhood Design algorithm that mimics steps (a) and (c). Firstly, the procedure

extracts some semantic features from a MIP compact model. Secondly, these features

are used to derive automatically some neighborhood design mechanisms. Finally, the

“proper mix" of such mechanisms is sought through an automatic configuration phase

performed on a training set representative of the reference instance population. When

assessed on four well-known combinatorial optimization problems, our automatically-

generated neighborhoods outperform state-of-the-art model-based neighborhoods with

respect to both scalability and solution quality.
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1. Introduction

The definition of a “good" neighborhood structure on the solution space is a key

step when designing several families of metaheuristics for combinatorial optimization

problems. It is well-known that the neighborhood structures need to be tailored to the

specific problem in order to make the search efficient. Indeed, the neighborhood design5

should also consider the peculiar distribution of the instances to be solved (reference

instance population): for example, when designing a heuristic for the Vehicle Routing

Problem with Time Windows [1], the choice of a neighborhood structure depends on

whether the instances are characterized by large or tight time windows. Other aspects

to be accounted are: the algorithm (either exact or heuristic) used to explore the neigh-10

borhoods; the time limit imposed to the exploration of a neighborhood; the computer

hardware on which the search algorihm runs.

Nowadays, the design of a neighborhood structure is done by human experts through

a time-consuming and iterative process comprising three steps: (a) problem analysis;

(b) literature scouting and (c) experimentation. During phase (a), the experts examine15

and characterize the problem structure as well as the peculiar distribution of the in-

stances to be solved; at this stage, properties are derived and meaningful features are

identified. In step (b), the literature is searched in the hope of finding successful algo-

rithms developed previously by other researcher for the same or similar problems. At

stage (c), a number of tentative neighborhood structures are tested on a training set ex-20

tracted from the reference instance population. It is often the case that these tentative

designs are parametrized and some sort of experimental design approach [2] is used

to select the best parameter values. As a rule, steps (a), (b) and (c) are not perfomed

sequentially. For instance, a preliminary problem analysis may help selecting relevant

work in the scientific literature. In turn, the findings of this study may suggest the25

derivation of further properties of the instances to be solved, in order to choose the best

algorithmic approach among those reported in the literature.

We aim to develop mechanisms that may derive automatically, without any human

intervention, suitable neighborhoods on the basis of a Mixed Integer Programming

(MIP) model of the problem. In particular, in this paper we illustrate a procedure that30
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Figure 1: Schematic input-output representation of an Automatic Neighborhood Design algorithm

mimics steps (a) and (c). Our Automatic Neighborhood Design (AND) algorithm is

inputted by a MIP model and a training set (representative of the reference instance

population), and provides a neighborhood structure N() as an output (Figure 1). A

neighborhood structure N() is itself a procedure that associates a subset of feasible

solutions N(x), called a neighborhood, to any solution x of the reference instance35

population (Figure 2).

The ultimate goal of the research in this field is to automatically generate neigh-
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Figure 2: Utilization of an automatically designed neighborhood structure
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borhood structures that, when embedded into a metaheuristic, may provide human

competitive results, i.e. solutions that are comparable to, or better than, the solutions

generated - with the same amount of computational resources - by state-of-the art al-40

gorithms (designed by human experts). See Koza [3] for an in-depth discussion of this

notion. Unfortunately, as we will see in Section 6, we are not at the stage yet, although

the AND procedure presented in this paper outperforms previous domain-independent

neighborhoods with respect to both scalability and solution quality.

The remainder of the paper is organized as follows. In Section 2, we review the45

literature relevant to our work while in Section 3 we describe the basic idea underlying

our approach. In Section 4, we present a procedure that automatically extracts some

semantic features from a MIP model and a given current feasible solution. In Section

5 we illustrate an algorithm that - based on the previously extracted features - iden-

tifies some neighborhood design mechanisms. We also show how to make use of an50

Automated Algorithm Configuration procedure to automatically choose the “best" mix

of such mechanisms over the reference instance population. In Section 6 we present

computational results on four well-known combinatorial optimization problems high-

lighting the improvements provided by our automatically-designed neighborhoods with

respect to state-of-the-art domain-independent neighborhoods. Conclusions follow in55

Section 7.

2. Literature review

We now review the most relevant literature related to our work. First of all, it is

worth mentioning that there are several algorithms for general MIPs (such as the Feasi-

bility Pump with all its variants and improvements [4], [5], [6, 7] or the Kernel Search60

[8], [9], [10]) that allow to obtain a first feasible solution from a MIP model. Here,

we take a different perspective. Indeed, we aim to improve a given feasible solution

by means of a machine-generated neighborhood structure. Along this line of research,

Fischetti and Lodi [11] proposed the Local Branching (LB) algorithm which utilizes

spherical neighborhoods defined by appropriate non valid inequalities. For purely bi-65

nary MIPs, a neighborhood is made up of all the solutions whose Hamming distance
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from the current solution does not exceed a given value. The neighborhoods are then

explored by using a generic black-box MIP solver. The LB paradigm has subsequently

been refined and extended. In particular, Hansen et al. [12] combined LB with Vari-

able Neighborhood Search (VNS), whereas Lazić et al. [13] proposed a hybrid heuristic70

for solving 0-1 MIPs based on the principle of Variable Neighborhood Decomposition

Search. More recently, Kiziltan et al. [14] combined the LB general-purpose neigh-

borhood structure with constraint propagation. Another remarkable contribution in the

field of machine-generated neighborhoods is due to Danna et al. [15] who defined the

Relaxation-Induced Neighborhood Search heuristic (RINS). This method is based on75

the concept of Relaxation-Induced Neighborhoods, obtained as follows. Given an in-

cumbent solution, it (i) fixes the variables having the same values in the incumbent and

in the continuous relaxation; (ii) sets a cutoff based on the objective value of the cur-

rent incumbent; (iii) solves a sub-MIP on the remaining variables. Another approach is

that of considering randomly selected slices of spherical neighborhoods, as proposed80

in Parisini and Milano [16], who presented a search strategy called Sliced Neighbor-

hood Search (SNS). Subsequently, the same authors combined SNS with LB to exploit

their respective characteristics [17]. More recently, Ghiani et al. [18] moved on from

a MIP compact formulation and showed how to take advantage of its features to au-

tomatically design efficient neighborhoods, without any human analysis. In particular,85

they used unsupervised learning to automatically identify “good” regions of the search

space “around” a given feasible solution.

In a similar vein, Van Hentenryck and Michel [19] showed how to synthesize, at

least for some application classes, constraint-based local search algorithms from high-

level models. Such synthesis is driven by the structure of the model, the constraint90

roles and the constraint semantics. In particular, the model is first classified and then

associated with an algorithm chosen from a predefined portfolio. Elsayed and Michel

[20] exploited these ideas to develop a model-driven automatic search procedure gen-

erator written in Comet [21]. The generator analyzes a Constraint Programming model

instance, examines the variable declarations as well as the constraints and synthesizes95

a procedure that is likely to provide good performances on the instance under consid-

eration. More recently, Mouthuy et al. [22] showed how to take advantage of these
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concepts within a Very Large Scale Neighborhood Search framework.

Finally, our work is related to Automatic Algorithm Configuration (AAC) [23, 24,

25], in which the effort required to find a parameter configuration that yields high and100

robust performance across all (or at least most) instances within a given set (or distri-

bution) is attributed to an automatic procedure. The parameters can be both numerical

and categorical and are usually called design variables. Within this research stream,

many software package are now available, such as F-Race [26, 27], Calibra [28] and

ParamILS [23] and Irace [29].105

3. The basic idea

In this Section we provide a description of the basic idea underlying our approach.

As outlined in Section 1, our algorithm aims to “mimic" the way humans design neigh-

borhoods. But, how do “we humans" design a neighborhood? In order to answer this110

question, we observe preliminary that a MIP model is a sort of knowledge representa-

tion of a portion of the world. These representations can be subdivided ([30], chapter

2) in three major groups: atomic, factored and structured representations. In an atomic

representation, each state of the world is indivisible and has no internal structure. In a

factored representation, each state is coded by a fixed set of variables. Finally, struc-115

tured representation relies on entities (such as orders, bins, vehicles, plants, machines,

etc) and their various relationships among them are described explicitly. A MIP solver

deals with a factored representation of the form

(P ) min z =

n∑
j=1

cjxj (1)

s.t.
n∑
j=1

aijxj = bi, i = 1, . . . ,m (2)

120

xj ∈ {0, 1}, j ∈ B (3)

xj ≥ 0 and integer, j ∈ G (4)

xj ≥ 0, j ∈ C, (5)
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set CUSTOMERS := {1..ncustomers}

set PLANTS := {1..nplants}

set VEHICLES := {1..nvehicles}

Figure 3: Sets of entities in the OPL language

where the variable index set J = {1, . . . , n} is partitioned into (B,G, C), where B 6=

∅, G and C are the index sets of the 0-1, general integer and continuous variables,

respectively. On the other hand, when designing a neighborhood, humans refer to125

a structured representation and express the neighborhoods in terms of the problem’s

entities (e.g., moving some customers to a different route, swapping orders between

two plants, etc.).

Algebraic modelling languages, like GAMS [31], AMPL [32] and OPL [33], lie

somewhere in between a factored and a structured representation. Indeed, algebraic130

modelling languages are characterized by sets of entities as illustrated in Figure 3 for

the OPL language (the keyword set introduces a set of entities). Parameters, variables

and constraints are then “tagged" by one or more entities. For example, the following

constraint ∑
i∈A

xij = dj , j ∈ B

is tagged by the entities in set B. Moreover, variables x are tagged by entity sets A135

and B while parameters d are tagged by entity set B. This tagging defines implicitly

relationships between entities. In Section 4 we will provide an in-depth description of

how these relationships can be derived automatically and how we can measure their

strength.
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Our automatic neighborhood design procedure relies on a destroy-and-repair paradigm140

[34] in which a fragment of the current solution tagged by a selected subset of entities

is destroyed and then repaired. This subset is made of similar entities, i.e. entities con-

nected by strong relationships. The repair phase is subsequently perfomed by means

of a black-box MIP solver.

This procedure defines a class of neighborhoods parameterized by the weight given145

to the various entity similarity measures. The best mix of such mechanisms is sought

through an Automatic Algorithm Configuration phase perfomed on a training set rep-

resentative of the reference instance population.

4. Semantic feature extraction

We present a procedure that extracts automatically some similarity measures and150

relationships (referred collectively to as semantic features in the following) between the

entities. These features can be divided into two groups: model-based features, derived

from the MIP model; solution-based features, identified from a given current feasible

solution.

4.1. Model-based features155

Entities can be either fundamental or derived. Sets of derived entities are defined

as subsets or cartesian products of other sets. For instance, the arc set A of a network-

based optimization model is made up of derived entities constituted by a subset of the

cartesian product V × V , where V is the vertex set.

The set E of the fundamental entities can be subdivided into one or more sets Ek160

(k = 1, . . . ,K) of homogeneous entities (e.g., a set of facilities, a set of commodities

and a set of orders). In this paper, we measure the similarity between two entities

e, e′ ∈ Ek as follows: first, we identify the Pk parameters tagged by Ek; then, we

build a dataset on which we compute a similarity measure. In this dataset, the rows are

associated with the entities in Ek and each column reports the values of a parameter in165

Pk.
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Table 1: Dataset to compute the model-based similarity measure among entities.

Entity Parameters

. . . . . . . . . . . . . . . . . . . . . . . .

i a1i . . . ani ai1 . . . ain bi

. . . . . . . . . . . . . . . . . . . . . . . .

j a1j . . . anj aj1 . . . ajn bj

. . . . . . . . . . . . . . . . . . . . . . . .

While computing a similarity measure, each parameter is given a weight. The most

appropriate values of such weights are sought through an automatic configuration phase

perfomed on a training set (representative of the reference instance population).

Several similarity measures can be used [35]. In our paper, we first normalize each170

column of the dataset. Then, we compute the similarity measure between two entities

as the inner product of the corresponding rows. We illustrate this procedure with an

example.

4.1.1. Example.

We consider a problem in which there is, among others, a set U of n fundamen-175

tal homogeneous entities characterized by the following parameters (we use the OPL

notation):

param a {i in U, j in U};

param b {i in U};

The dataset turns out to be as reported in Table 1. Let wa and wb be the weights of180

parameters a and b. The weighted dataset is in Table 2 while the normalized dataset is

in Table 3. Then, the similarity measure between entities i, j ∈ U is computed as:

sim(i, j) =
∑
u∈U

 w2
aauiauj(∑

l∈U
waaul

)2 +
w2
aaiuaju(∑

l∈U
waalu

)2

+
w2
bbibj(∑

l∈U
wbbl

)2 .
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Table 2: Weighted dataset to compute the model-based similarity measure among entities.

Entity Weighted parameters

. . . . . . . . . . . . . . . . . . . . . . . .

i waa1i . . . waani waai1 . . . waain wbbi

. . . . . . . . . . . . . . . . . . . . . . . .

j waa1j . . . waanj waaj1 . . . waajn wbbj

. . . . . . . . . . . . . . . . . . . . . . . .

Table 3: Normalized dataset to compute the model-based similarity measure among entities.

Entity Normalized parameters

. . . . . . . . . . . . . . . . . . . . . . . .

i waa1i∑
l∈U

waa1l
. . . waani∑

l∈U

waanl

waai1∑
l∈U

waal1
. . . waain∑

l∈U

waaln

wbbi∑
l∈U

wbbl

. . . . . . . . . . . . . . . . . . . . . . . .

j
waa1j∑

l∈U

waa1l
. . . waanj∑

l∈U

waanl

waaj1∑
l∈U

waal1
. . . waajn∑

l∈U

waaln

wbbj∑
l∈U

wbbl

. . . . . . . . . . . . . . . . . . . . . . . .

4.2. Solution-based features

In a structured representation [30] the current solution x(h) at the h-th iteration of

a neighborhood search can be seen as a set of relationships imposed on the problem’s185

entities. For instance, a solution may include the assignment of a task to a machine,

the visit of a customer just after another, etc. As a rule, the relationships that make

up a solution constitute a small fraction of the potential feasible relationships. Hence,

with respect to x(h), each entity is directly related only to a small number of different

entitities. Such an adjacency induces a solution-based measure of similarity between190

entities. We formalize this intuition by introducing an Entity Adjacency Graph (EAG)

as follows.

Given a current solution x(h), let:

• Je ⊆ {1, . . . , n} be the set of indices associated with variables tagged by e and

with a nonnull value in x(h);195
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• Ie ⊆ {1, . . . ,m} be the set of indices associated with active constraints in x(h),

tagged by e.

Then, two fundamental entities e and e′ are said to be adjacent in x(h) if:

• Je ∩ Je′ 6= ∅;

• ∃i ∈ Ie and j ∈ Je′ such that aij 6= 0 or viceversa ∃i ∈ Ie′ and j ∈ Je such200

that aij 6= 0.

The objective function z is considered as a special entity appearing in the sole equality

constraint (1). The EAG is a graph G = (E ∪ {z}, A), where: the vertex set E ∪ {z}

includes a node for each fundamental entity as well as a node for the objective function;

the arc setA includes an arc for each pair of adjacent entities inE∪{z}. In Section 5 we205

will show how the EAG can be used to derive good neighborhood design mechanisms.

4.2.1. Example

Here we show how to build the EAG for three variants of the Vehicle Routing Prob-

lem with Time Windows (VRPTW). The VRPTW can be defined on a directed graph

G = (V,A), where |V | = n + 2, and the depot is represented by the two vertices 0210

and n + 1. Feasible vehicle routes then correspond to paths starting at vertex 0 and

ending at vertex n + 1. The set of vehicles is denoted by R. Let si denote the service

time at i (with s0 = sn+1 = 0) and let cij and tij be the travel cost and travel time

from i to j, respectively. In addition to the time window [ai, bi] associated with each

vertex i ∈ N = V \ {0, n + 1}, time windows [a0, b0] and [an+1, bn+1] can also be215

associated with the depot vertex. Let qi denote the demand of vertex i, and let Q be

the vehicle capacity. The decision variables are xrij equal to 1 if and only if arc (i, j)

is used by vehicle r; wri indicating the time at which vehicle r starts servicing vertex

i. Moreover, let δ+(i) = {j : (i, j) ∈ A} and δ−(j) = {i : (i, j) ∈ A}. We consider

three variants: minimizing the distance travelled; minimizing the longest route; mini-220

mizing the number of vehicles. The first variant can then be stated as follows (see, [36]

for details):

min z =
∑
r∈R

∑
(i,j)∈A

cijx
r
ij

11



s.t.
∑
r∈R

∑
j∈δ+(i)

xrij = 1 i ∈ N (6)

∑
j∈δ+(0)

xr0j = 1 r ∈ R (7)

∑
i∈δ−(j)

xrij −
∑

i∈δ+(j)

xrji = 0 r ∈ R, j ∈ N (8)

∑
i∈δ−(n+1)

xri,n+1 = 1 r ∈ R (9)

xrij(w
r
i + si + tij − wrj ) ≤ 0 r ∈ R, (i, j) ∈ A (10)∑

i∈N
qi

∑
j∈δ+(i)

xrij ≤ Q r ∈ R (11)

ai ≤ wri ≤ bi r ∈ R, i ∈ V (12)

xrij ∈ {0, 1} r ∈ R, (i, j) ∈ A. (13)

The above formulation is nonlinear, but can be easy linearized by using a big M con-

stant, as showed in [36]. In order to minimize the longest route, we have considered

the following formulation:225

min z = zmax

s.t. (6)− (13), and∑
(i,j)∈A

cijx
r
ij ≤ zmax r ∈ R.

Finally, to minimize the number of vehicles the problem is stated as:

min z =
∑
r∈R

zr

s.t. (6)− (13), and∑
(i,j)∈A

cijx
r
ij ≤Mzr r ∈ R

zr ∈ {0, 1} r ∈ R,

where, again, M is a big constant. In all the three formulations, the entities appearing

in the EAG are: z, the vehicles in setR and the vertices in V . Given a feasible solution,

the adjacency between entities turns out to be as follows. In the first formulation, z is

adjacent to each vehicle servicing at least one customer and to each vertex; moreover,230

each vehicle is adjacent to the vertices it visits; finally, each vertex is also adjacent to
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伀戀樀攀挀琀椀瘀攀

嘀攀栀椀挀氀攀猀

嘀攀爀琀椀挀攀猀

䄀搀樀愀挀攀渀琀 琀漀 
攀愀挀栀 攀渀琀椀琀礀 漀昀
琀栀攀 猀甀戀猀攀琀

匀攀氀攀挀琀攀搀
瘀攀栀椀挀氀攀猀

稀

Figure 4: Example of an EAG for a three-index formulation of the VRPTW minimizing the total travel

distance

the vertices visited just before and just after it (Figure 4). In the second formulation, z is

adjacent to the vehicle(s) corresponding to the longest route(s); as before, each vehicle

is adjacent to the vertices it visits and each vertex is also adjacent to the vertices visited

just before and just after it (Figure 5). Finally, in the third formulation, z is adjacent235

to the selected vehicles (i.e., the vehicles visiting at least one customer); the other

adjacency relationships are as before (Figure 6).

5. Neighborhood design mechanisms

As sketched in Section 3, our automatic neighborhood design procedure is based

on a destroy-and-repair paradigm in which a portion of the current solution, tagged240

by a selected subset F ⊆ E of fundamental entities, is destroyed and then repaired

by means of a black-box MIP solver. Given a current solution x(h) and a subset F , a

neighborhood N(x(h)) is defined as the set of the feasible solutions of subproblem

(PF (x(h))) min z =

n∑
j=1

cjxj (14)
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伀戀樀攀挀琀椀瘀攀

嘀攀栀椀挀氀攀猀

嘀攀爀琀椀挀攀猀

嘀攀栀椀挀氀攀 眀椀琀栀 琀栀攀
氀漀渀最攀猀琀 爀漀甀琀攀

䄀搀樀愀挀攀渀琀 琀漀 
攀愀挀栀 攀渀琀椀琀礀 漀昀
琀栀攀 猀甀戀猀攀琀

稀

Figure 5: Example of an EAG for a three-index formulation of the VRPTW minimizing the longest route

s.t. (2)-(5), and

xj = x
(h)
j , j ∈ {1, . . . , n} \

⋃
e∈F

Je, (15)

where the only free variables are those tagged by F and the other variables are fixed as245

in x(h).

Of course, the key issue is how to identify a “good" subset F on the basis of the

semantic features defined in Section 4. In order to tailor the neighborhood structure

to the peculiar distribution of the reference instance population, we define a class of

neighborhoods parameterized by some weights. Then, the best mix of such mecha-250

nisms is sought through an Automatic Algorithm Configuration phase perfomed on a

training set representative of the reference instance population. In this paper, we have

used the following procedure:

Step 1. Select a subset F1 of entities which make up a connected subgraph of EAG

adjacent to z; F1 is selected in such a way that the fraction of nonzero variables255

tagged by its entities is less than or equal to a given value α1;

Step 2. Choose a set F2 of additional entities selected among the most similar to those

14



伀戀樀攀挀琀椀瘀攀

嘀攀栀椀挀氀攀猀䄀搀樀愀挀攀渀琀 琀漀 
攀愀挀栀 攀渀琀椀琀礀 漀昀
琀栀攀 猀甀戀猀攀琀

嘀攀爀琀椀挀攀猀

匀攀氀攀挀琀攀搀
瘀攀栀椀挀氀攀猀

稀

Figure 6: Example of an EAG for a three-index formulation of the VRPTW minimizing the number of

vehicles

in F1; F2 is selected in such a way that the fraction of nonzero variables tagged

by its entities is less than or equal to a given value α2;

Step 3. Choose a set F3 of additional entities selected among those adjacent to entities260

in F2; F3 is selected in such a way that the fraction of variables tagged by its

entities is less than or equal to a given value α3;

Step 4. Set F = F1 ∪ F2 ∪ F3. Make free the variables tagged by the entities in F .

The rationale behind this algorithm is based on two observations. First, the subgraph of

the EAG induced by F has to be connected. Otherwise, the solution space of problem265

PF (x(h)) would be made up of small disjoint subspaces and there would be little room

for improvement of the current solution. Second, if the subgraph of the EAG induced

by F was not adjacent to z, then N(x(h)) would not contain any improving solutions.

This is why in Step 1 subset F1 is made up of a connected subgraph of EAG, adjacent

to z.270

Steps 2 and 3 are optional and aim to increase the likelihood to improve x(h). This
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is done by identifying (Step 2) a set F2 that, although potentially disconnected from

F1, is made of entities similar to some of those in F1. In Step 3, the variables tagged

by some entities adjacent to F2 are made free so that the entities in F2 may be more

easily combined with entities in F1.275

In this procedure, α1, α2 and α3 are a proxy of the repair effort made by the black-

box MIP solver. In Step 1, F1 is obtained by performing a random visit of the EAG

starting from z. Every time an entity e is selected, the algorithm verifies whether the

overall number of freed variables is still less than or equal to α1. If so, e is included

into F1. Otherwise, the procedure select a different candidate entity. In Step 2, entities280

in F2 are determined as the most similar entities to those in F1.

The previous algorithm is controlled by a number of design variables:

• the maximum fractions of nonzero variables α1, α2 and α3 to be freed at each of

the Steps 1, 2, 3, respectively;

• the probabilities πk (k = 1, . . . ,K) of selecting an entity belonging to Ek (k =285

1, . . . ,K) in Step 1;

• the weights µkp given to parameters p (p = 1, . . . , Pk) when computing similarity

measures for entities belonging to Ek (k = 1, . . . ,K) in Step 2.

The most appropriate values to be given to such design variables are sought through

an Automatic Algorithm Configuration procedure (ParamILS [23] in our experimenta-290

tions).

6. Computational results

We have tested our automatic neighborhood design procedure on four well-known

combinatorial optimization problems: the Traveling Salesman Problem (TSP), the

Generalized Traveling Salesman Problem (GTSP), the Vehicle Routing Problem with295

Time Windows (VRPTW), and the Multi-Plant, Multi-Item, Multi-Period Capacitated

Lot-Sizing Problem (MPCLSP).

Given a feasible solution x(0) and a time limit Tmax, our computational experi-

ments aim to determine whether our approach is able to identify automatically promis-
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ing regions starting from x(0). To this purpose we compare our automatically-designed300

neighborhoods with: (i) spherical neighborhoods (SNs) like those considered by Fis-

chetti and Lodi [11]; (ii) relaxation-induced neighborhoods (RINs) as described by

Danna et al. [15].

Regarding spherical neighborhoods, they include all the solutions which are within

a maximum distance ∆ from a given feasible solution. Since all the integer variables305

are binary in our test problems (G = ∅), we consider:

d(x, x(h)) :=
∑

j∈B: x(h)
j

=1

(1− xj) +
∑

j∈B: x(h)
j

=0

xj ≤ ∆, (16)

where d(x, x(h)) represents the Hamming distance between x(h) and a generic solution

x. In our experiments, we choose various values for ∆, which are reported in the

corresponding tables.

As far as relaxation-induced neighborhoods are concerned, the time needed to ex-310

plore them exhaustively is usually a small fraction of that required to search other large

neighborhoods. Hence, in order to allow a fair comparison, we reported the best solu-

tion found by a tree search embedding such neighborhoods.

All the three neighborhood structures are parameterized: the SNs are characterized

by the maximum distance ∆, the RINs depend on the frequency f and the sub-MIP315

node limit nl while our ADNs are parameterized as illustrated in Section 5. Some of

these parameters are peculiar to each test problem and will be described later in this

section. Optimal (or, at least, satisfactory) values of these parameters are determined in

a training phase carried out on a small subset of the available instances. This automatic

configuration step is perfomed by ParamILS [23]. The selected parameters’ values are320

marked by an asterisk.

The algorithms are implemented in Java, using IBM ILOG CPLEX 12.3 as black-

box solver and OPL as mathematical programming language, and tested on a Linux

machine clocked at 2.67 GHz and equipped with 27 GB of RAM. CPLEX is also used

as an implementation for both the spherical and the relaxation-induced neighborhoods.325

In the former case, we feed model (1)–(5) along with constraint (16) into CPLEX. In

the latter case, we simply set f and nl.
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In each of the four test problems, we report:

• the percentage deviation DEV of the objective function of the best solution found

in each neighborhood (SN, RIN an ADN);330

• the corresponding actual running time “Time”.

In addition, for the automatically-designed neighborhoods we also report the number

of local search iterations (“Iter”) performed within the time limit. In the remainder of

this section, we first provide a brief overview of each problem and then we present the

results of our experiments.335

6.1. Traveling Salesman Problem

The TSP is the problem of determining a minimum cost Hamiltonian circuit through

a set of vertices. It is formulated on a complete directed graph G = (N,A), where

N = {1, . . . , n} is the vertex set, and A = {(i, j) : i, j ∈ N 6= j} is the set of

arcs between the vertices. The value cij is the cost of traveling from i to j. There340

exist several compact formulations for this problem, i.e., formulations with a number

of variables and constraints polinomially bounded in n. In this paper, we consider the

Miller-Tucker-Zemlin (MTZ) formulation [37]:

min z =
∑

(i,j)∈A

cijxij

s.t.
∑
j∈N

xij = 1 i ∈ N,

∑
i∈N

xij = 1 j ∈ N,

ui − uj + 1 ≤ (n− 1)(1− xij) i, j ∈ N, i, j 6= 1,

u1 = 1,

2 ≤ ui ≤ n i ∈ N, i 6= 1,

xij ∈ {0, 1} (i, j) ∈ A,

where xij , (i, j) ∈ A, takes value 1 if arc (i, j) is in the tour, 0 otherwise, and variables

ui, i ∈ N , are used to exclude subtours.345
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For this problem, there is just one type (K = 1) of fundamental entities (the ver-

tices) characterized by a single parameter (the vertex-to-vertex cost matrix). Hence,

P1 = 1 and it can be assumed that π1 = 1 and µ1
1 = 1. Therefore, the sole design

variables are α1, α2 and α3.

We have used instances from the TSPLIB [38] with a number of vertices rang-350

ing between 318 and 3038. The results of the comparison are presented in Tables 4

(Tmax = 300 seconds) and 5 (Tmax = 600 seconds).

First of all, it is worth noting that, as instance size grows, the MIP solver is not

even able to load the model within the given time limit. This is the case of instances

from pr1002 on for the relaxation-induced neighborhood, and instances from vm1084355

on for the spherical neighborhood. When Tmax = 300 seconds, the average percentage

improvement on the incumbent solution for SN, RIN and ADN is 6.43%, 0.75% and

5.12%, respectively (with respect to the instances where the three neighborhoods have

been able to improve on the initial solution). On the other hand, when Tmax = 600

seconds, these percentage improvements become 7.15%, 1.17% and 5.81%, respec-360

tively. As previously observed, for the remaining instances only ADN has provided an

improvement on the initial solution within the time limit. This average improvement

turned out to be 1.41% for the 300 seconds case, and 1.93% for the 600 seconds case.

It was possible to explore the spherical neighborhoods completely only for a small

number of instances (one instance for the 300 seconds case and five instances in the 600365

seconds case). For all the other instances/neighborhoods the time limit was reached.

6.2. Generalized Traveling Salesman Problem

Like the TSP, the GTSP is defined over a complete directed graph G = (N,A),

where N = {1, . . . , n} is the vertex set, and A = {(i, j) : i, j ∈ N, i 6= j} is the set of

arcs. The difference with the TSP is that in the GTSP the set of vertices is partitioned370

into H subsets Nh (h = 1, . . . ,H) and the objective is to find a minimum-cost tour

visiting at least one vertex for each cluster. As in the TSP, we denote by cij the cost

of traveling from i to j, whereas aih, i ∈ N , h ∈ {1, . . . ,H}, is a 0/1 parameter

indicating whether or not node i belongs to cluster h. The formulation of the GTSP we
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Table 4: Results for the TSP with Tmax = 300 seconds. Parameters’ values after the training phase:

∆∗ = n/32, f∗ = 1, nl∗ = 500, α∗
1 = 0.09, α∗

2 = 0.00 and α∗
3 = 0.00.

Instance

SN RIN ADN

DEV Time DEV Time DEV Iter Time

(%) (sec) (%) (sec) (%) (sec)

lin318 6.57 300 0.71 300 6.76 152 300

linhp318 6.57 300 0.71 300 6.76 153 300

rd400 4.75 300 1.18 300 9.02 78 300

fl417 9.75 300 1.45 300 6.00 37 300

pr439 2.64 300 1.03 300 4.38 99 300

pcb442 8.40 123 0.37 300 2.50 28 300

d493 6.23 300 1.56 300 5.30 31 300

u574 9.88 300 0.15 300 4.34 12 300

rat575 6.04 300 0.45 300 2.99 26 300

p654 10.58 300 0.12 300 10.61 57 300

d657 8.38 300 0.69 300 0.32 1 300

u724 3.81 300 1.13 300 4.08 21 300

rat783 0.00 300 0.26 300 3.51 22 300

pr1002 0.00 300 – – 0.33 1 300

u1060 0.00 300 – – 2.63 6 300

vm1084 – – – – 5.46 12 300

pcb1173 – – – – 3.05 16 300

d1291 – – – – 1.49 4 300

rl1304 – – – – 0.71 4 300

nrw1379 – – – – 0.38 2 300

fl1400 – – – – 1.26 8 300

u1432 – – – – 1.66 5 300

d1655 – – – – 0.33 2 300

u1817 – – – – 0.50 1 300

u2152 – – – – 1.19 3 300

u2319 – – – – 0.47 4 300

pcb3038 – – – – 0.29 1 300

consider [39] is the following:375

min z =
∑

(i,j)∈A

cijxij
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Table 5: Results for the TSP with Tmax = 600 seconds. Parameters’ values after the training phase:

∆∗ = n/32, f∗ = 1, nl∗ = 500, α∗
1 = 0.09, α∗

2 = 0.00 and α∗
3 = 0.00.

Instance

SN RIN ADN

DEV Time DEV Time DEV Iter Time

(%) (sec) (%) (sec) (%) (sec)

lin318 6.73 448 1.60 600 9.57 319 600

linhp318 6.73 441 1.60 600 9.51 303 600

rd400 4.93 343 1.21 600 9.02 78 600

fl417 9.75 600 3.18 600 6.00 37 600

pr439 6.28 600 1.36 600 5.27 121 600

pcb442 8.40 74 1.48 600 2.50 28 600

d493 6.23 130 1.56 600 6.53 101 600

u574 9.88 600 0.15 600 4.31 12 600

rat575 6.04 600 0.58 600 2.99 26 600

p654 12.97 600 0.12 600 11.16 116 600

d657 8.38 600 0.79 600 0.32 1 600

u724 5.98 600 1.13 600 4.19 21 600

rat783 0.63 600 0.48 600 4.11 23 600

pr1002 0.00 600 – – 0.33 1 600

u1060 12.17 600 – – 5.50 7 600

vm1084 – – – – 5.67 15 600

pcb1173 – – – – 5.02 29 600

d1291 – – – – 1.46 4 600

rl1304 – – – – 1.14 11 600

nrw1379 – – – – 0.53 2 600

fl1400 – – – – 1.57 11 600

u1432 – – – – 2.02 6 600

d1655 – – – – 0.33 2 600

u1817 – – – – 0.57 2 600

u2152 – – – – 1.35 5 600

u2319 – – – – 1.15 8 600

pcb3038 – – – – 0.34 1 600

s.t.
∑

j∈N\{i}

xij = zi, i ∈ N,

∑
j∈N\{i}

xji = zi, i ∈ N,
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∑
i∈N

aihzi = 1, h = 1, . . . ,H,

ui − uj + nxij ≤ n− 1, i, j ∈ N i, j ≥ 1 i 6= j,

yi − yj + 1−
H∑
h=1

aihajh ≤ (H + 1)(1− xij), i, j ∈ N, j 6= 0,

1 ≤ ui ≤ n, i ∈ N \ {0},

1 ≤ yi ≤ H, i ∈ N \ {0},

u0 = y0 = 0,

z0 = 1,

xij ∈ {0, 1} (i, j) ∈ A,

where xij , (i, j) ∈ A, takes value 1 if arc (i, j) is in the tour, 0 otherwise, and variables

ui, i ∈ N , are used to exclude node subtours. Moreover, variables yi and zi, i ∈ N ,

are used to exclude clusters subtours and to indicate whether a node is included in the

circuit or not, respectively.

For this problem, there is just one type (K = 1) of fundamental entities (the ver-380

tices) characterized by two parameters: the vertex-to-vertex cost matrix and the vertex-

to-cluster assignment matrix. Hence, P1 = 2 and it can be assumed that π1 = 1.

Therefore, the design variables are: α1, α2, α3, µ1
1 and µ1

2.

The instances used to perform our experiments are taken from [39], who derive

test problems by applying a partitioning method to 46 standard TSP instances from the385

TSPLIB library. The results of the comparison are presented in Tables 6 and 7.

As reported in the tables, our automatically-designed neighborhoods can be ex-

plored more efficiently than both spherical and relaxation-induced neighborhoods. In

particular, on the instances where all the three neighborhoods allow to improve the

objective function value of the initial solution, the average improvement is 0.99%390

(Tmax = 300 seconds) and 1.69% (Tmax = 600 seconds) for the spherical neigh-

borhood, 1.05% (Tmax = 300 seconds) and 2.75% (Tmax = 600 seconds) for the

relaxation-induced neighborhood, and 10.58% (Tmax = 300 seconds) and 12.73%

(Tmax = 600 seconds) for our automatically-designed neighborhood. Like in the TSP

case, as the instance size grows, the MIP solver is not even able to load the model395
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Table 6: Results for the GTSP with Tmax = 300 seconds. Parameters’ values after the training phase:

∆∗ = H , f∗ = 1, nl∗ = 500, α∗
1 = 0.03, α∗

2 = 0.015 and α∗
3 = 0.015, µ1∗1 = 0 and µ1∗2 = 1.

Instance

SN RIN ADN

DEV Time DEV Time DEV Iter Time

(%) (sec) (%) (sec) (%) (sec)

64lin318 5.86 300 9.39 300 11.66 137 300

80rd400 1.46 300 0.00 300 13.76 83 300

84fl417 0.39 300 1.06 300 3.62 84 300

88pr439 2.02 300 0.01 300 11.11 70 300

89pcb442 1.08 300 2.08 300 13.91 63 300

99d493 0.00 300 0.00 300 7.60 57 300

115u574 0.31 300 0.00 300 7.65 36 300

115rat575 0.81 300 0.00 300 11.69 36 300

131p654 0.00 300 0.00 300 9.04 20 300

132d657 0.00 300 0.00 300 14.54 27 300

145u724 0.00 300 0.00 300 9.80 22 300

157rat783 0.00 300 0.00 300 12.61 17 300

201pr1002 – – – – 7.24 10 300

212u1060 – – – – 5.37 8 300

217vm1084 – – – – 9.02 7 300

within the given time limit (instances 201pr1002, 212u1060 and 217vm1084). In these

cases, the average improvement of ADN is 7.21% when Tmax = 300 seconds and

9.51% when Tmax = 600 seconds. It is worth mentioning that the exploration of the

different neighborhoods always takes the whole amount of time.

6.3. Vehicle Routing Problem with Time Windows400

For the VRPTW we have used the three formulations recalled in Section 4.2.1.

For these models, there are two types (K = 2) of fundamental entities (the vertices

and the vehicles). Vehicles do not tag any parameter since the fleet is homogeneous.

On the other hand, vertices are characterized by six parameters: the vertex-to-vertex

cost matrix, the vertex-to-vertex travel time matrix, the service time vector, the release405

time and deadline vectors as well as the demand vector. Hence, P1 = 6 and P2 = 0.

Therefore, the design variables are: α1, α2, α3, µ1
1, µ1

2, µ1
3, µ1

4, µ1
5 and µ1

6 as well as

π1 and π2.
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Table 7: Results for the GTSP with Tmax = 600 seconds. Parameters’ values after the training phase:

∆∗ = H , f∗ = 1, nl∗ = 500, α∗
1 = 0.03, α∗

2 = 0.015 and α∗
3 = 0.015, µ1∗1 = 0 and µ1∗2 = 1.

Instance

SN RIN ADN

DEV Time DEV Time DEV Iter Time

(%) (sec) (%) (sec) (%) (sec)

64lin318 4.90 600 15.55 600 11.99 276 600

80rd400 1.35 600 1.90 600 13.99 168 600

84fl417 0.52 600 4.02 600 4.74 166 600

88pr439 3.33 600 6.02 600 12.23 148 600

89pcb442 5.02 600 3.34 600 16.30 130 600

99d493 1.92 600 1.53 600 7.97 115 600

115u574 0.83 600 0.52 600 10.53 73 600

115rat575 1.28 600 0.00 600 14.72 73 600

131p654 0.00 600 0.00 600 11.00 36 600

132d657 0.00 600 0.00 600 16.59 54 600

145u724 1.10 600 0.17 600 13.98 42 600

157rat783 0.00 600 0.00 600 18.70 34 600

201pr1002 – – – – 10.80 20 600

212u1060 – – – – 6.15 9 600

217vm1084 – – – – 11.58 14 600

We used the classical set of 56 benchmark Solomon’s instances [40] composed of

six different problem types (C1, C2, R1, R2, RC1, RC2). Each class contains eight to410

12 individual problem instances. All problems have 100 customers, a central depot,

capacity constraints, time windows on the time of delivery and a total route time con-

straint. The ‘C’ instances have the customers located in clusters. In the ‘R’ problems

the customers are placed at random positions. The ‘RC’ problems contain a mix of

both random and clustered customers. Moreover, the C1, R1 and RC1 datasets have a415

short horizon, whereas datasets C2, R2 and RC2 have longer horizons.

The results of the comparison are presented in Tables 8 to 13. In particular, Tables

8 and 9 refer to the formulation minimizing the traveled distance. More specifically,

when Tmax = 300 seconds (Table 8), for each class of instances our automatically-

designed neighborhood clearly provides better results than both spherical and relaxation-420

induced neighborhoods. Indeed, the average percentage improvement is 19.83% for
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Table 8: Results for the VRPTW minimizing the travelled distance, Tmax = 300 seconds. Parameters’

values after the training phase: µ11 = 1, µ12 = 0, µ13 = 0, µ14 = 0, µ15 = 0, µ16 = 0, π1 = 0.1, π2 = 0.9.

Instance

SN RIN ADN

DEV ∆∗ Time DEV f∗ nl∗ Time DEV α∗
1 α∗

2 α∗
3 Iter Time

(%) (sec) (%) (sec) (%) (sec)

C1 22.55 (2n+m)/4 258 26.06 100 1000 260 62.76 0.10 0.00 0.00 100 300

C2 26.29 (2n+m)/4 276 7.56 100 1000 271 62.99 0.10 0.00 0.00 124 300

R1 16.19 (2n+m)/4 296 2.71 100 1000 300 46.72 0.10 0.00 0.00 95 300

R2 16.22 (2n+m)/4 300 4.64 1 500 300 64.14 0.10 0.00 0.00 106 300

RC1 16.44 (2n+m)/4 300 0.66 1 500 300 45.64 0.10 0.00 0.00 98 300

RC2 21.26 (2n+m)/4 300 2.77 100 1000 300 66.76 0.08 0.00 0.00 124 300

Table 9: Results for the VRPTW minimizing the travelled distance, Tmax = 600 seconds. Parameters’

values after the training phase: µ11 = 1, µ12 = 0, µ13 = 0, µ14 = 0, µ15 = 0, µ16 = 0, π1 = 0.1, π2 = 0.9.

Instance

SN RIN ADN

DEV ∆∗ Time DEV f∗ nl∗ Time DEV α∗
1 α∗

2 α∗
3 Iter Time

(%) (sec) (%) (sec) (%) (sec)

C1 25.81 (2n+m)/4 326 26.09 100 1000 469 62.76 0.10 0.00 0.00 100 600

C2 30.41 (2n+m)/4 517 7.56 1 500 534 62.99 0.10 0.00 0.00 124 600

R1 16.45 (2n+m)/4 573 2.78 1 500 600 46.72 0.10 0.00 0.00 95 600

R2 18.36 (2n+m)/4 600 4.64 1 500 600 64.14 0.10 0.00 0.00 106 600

RC1 16.56 (2n+m)/4 600 1.63 1 500 600 45.64 0.08 0.00 0.00 114 600

RC2 22.13 (2n+m)/4 600 2.78 1 500 600 66.76 0.08 0.00 0.00 124 600

SN, 7.40% for RIN and 58.17% for ADN. The exploration of the different neighbor-

hoods is performed before the time limit in three cases for SN and in two cases for

RIN. We observe a similar behavior when Tmax = 600 seconds (Table 9). In this case,

the average percentage improvements are 21.62% for SN, 7.58% for RIN and 58.17%425

for ADN.

With respect to the formulation minimizing the longest route, ADN still outper-

forms the other two neighborhood structures. Table 10 shows the results when Tmax =

300 seconds, for which the average improvement is 17.87% for SN and 52.92% for

ADN. On the other hand, RIN is able to provide an improvement only for instances430

of class C1 (1.84%). The results turn out to be similar when Tmax = 600 seconds

(Table 11). In particular, the average improvements of SN and ADN are 19.94% and
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Table 10: Results for the VRPTW minimizing the longest route, Tmax = 300 seconds. Parameters’ values

after the training phase: µ11 = 1, µ12 = 0, µ13 = 0, µ14 = 0, µ15 = 0, µ16 = 0, π1 = 0.1, π2 = 0.9.

Instance

SN RIN ADN

DEV ∆∗ Time DEV f∗ nl∗ Time DEV α∗
1 α∗

2 α∗
3 Iter Time

(%) (sec) (%) (sec) (%) (sec)

C1 19.76 (2n+m)/8 300 1.84 100 1000 300 57.45 0.10 0.00 0.00 72 300

C2 32.80 (2n+m)/4 300 0.00 100 1000 300 66.56 0.15 0.00 0.00 64 300

R1 3.03 (2n+m)/8 300 0.00 100 1000 300 38.99 0.10 0.00 0.00 71 300

R2 26.38 (2n+m)/16 300 0.00 100 1000 300 55.54 0.10 0.00 0.00 45 300

RC1 2.86 (2n+m)/2 300 0.00 100 1000 300 32.98 0.10 0.00 0.00 71 300

RC2 22.39 (2n+m)/8 300 0.00 100 1000 300 66.02 0.10 0.00 0.00 61 300

Table 11: Results for the VRPTW minimizing the longest route, Tmax = 600 seconds. Parameters’ values

after the training phase: µ11 = 1, µ12 = 0, µ13 = 0, µ14 = 0, µ15 = 0, µ16 = 0, π1 = 0.1, π2 = 0.9.

Instance

SN RIN ADN

DEV ∆∗ Time DEV f∗ nl∗ Time DEV α∗
1 α∗

2 α∗
3 Iter Time

(%) (sec) (%) (sec) (%) (sec)

C1 20.43 (2n+m)/8 600 2.54 100 1000 600 63.11 0.10 0.00 0.00 138 600

C2 35.23 (2n+m)/4 600 0.00 100 1000 600 67.68 0.15 0.00 0.00 140 600

R1 3.38 (2n+m)/16 600 0.62 1 500 600 41.14 0.10 0.00 0.00 137 600

R2 28.31 (2n+m)/8 600 0.00 1 500 600 58.50 0.10 0.00 0.00 79 600

RC1 2.87 (2n+m)/16 600 0.07 1 500 600 37.55 0.10 0.00 0.00 139 600

RC2 29.43 (2n+m)/8 600 0.00 1 500 600 73.05 0.10 0.00 0.00 112 600

56.84%, respectively, whereas the RIN is able to obtain an improvement for three in-

stance classes out of six (classe C1, R1 and RC1, with an average improvement of

1.08%).435

Finally, for the formulation minimizing the number of vehicles used, the results are

reported in Tables 12 and 13. First of all, it is worth noting that the relaxation-induced

neighborhoods never allow to improve the objective function value of the initial so-

lution. On the other hand, for SN the improvements are 14.81% and 15.77 % when

Tmax = 300 seconds and Tmax = 600 seconds, respectively. Such improvements440

become 22.04% (Tmax = 300 seconds) and 23.30% (Tmax = 600 seconds) for ADN.
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Table 12: Results for the VRPTW minimizing the number of vehicles, Tmax = 300 seconds. Parameters’

values after the training phase: µ11 = 1, µ12 = 0, µ13 = 0, µ14 = 0, µ15 = 0, µ16 = 0, π1 = 0.1, π2 = 0.9.

Instance

SN RIN ADN

DEV ∆∗ Time DEV f∗ nl∗ Time DEV α∗
1 α∗

2 α∗
3 Iter Time

(%) (sec) (%) (sec) (%) (sec)

C1 16.36 (2n+m)/4 300 0.00 1 500 300 22.58 0.20 0.05 0.05 7 300

C2 19.89 (2n+m)/8 261 0.00 1 500 300 29.21 0.20 0.05 0.05 8 300

R1 4.00 (2n+m)/4 300 0.00 1 500 300 7.33 0.20 0.05 0.05 5 300

R2 19.57 (2n+m)/4 300 0.00 1 500 300 31.23 0.15 0.025 0.025 22 300

RC1 3.50 (2n+m)/8 300 0.00 1 500 300 8.00 0.20 0.05 0.05 4 300

RC2 25.51 (2n+m)/4 300 0.00 1 500 300 33.88 0.15 0.025 0.025 19 300

Table 13: Results for the VRPTW minimizing the number of vehicles, Tmax = 600 seconds. Parameters’

values after the training phase: µ11 = 1, µ12 = 0, µ13 = 0, µ14 = 0, µ15 = 0, µ16 = 0, π1 = 0.1, π2 = 0.9.

Instance

SN RIN ADN

DEV ∆∗ Time DEV f∗ nl∗ Time DEV α∗
1 α∗

2 α∗
3 Iter Time

(%) (sec) (%) (sec) (%) (sec)

C1 18.22 (2n+m)/2 600 0.00 1 500 600 25.83 0.20 0.05 0.05 11 600

C2 20.60 (2n+m)/4 600 0.00 1 500 600 30.35 0.20 0.05 0.05 13 600

R1 6.00 (2n+m)/4 600 0.00 1 500 600 8.00 0.20 0.05 0.05 9 600

R2 19.62 (2n+m)/4 600 0.00 1 500 600 31.23 0.15 0.025 0.025 31 600

RC1 4.50 (2n+m)/8 589 0.00 1 500 600 10.50 0.20 0.05 0.05 8 600

RC2 25.65 (2n+m)/4 600 0.00 1 500 600 33.88 0.15 0.025 0.025 31 600

6.4. Multi-Plant, Multi-Item, Multi-Period Capacitated Lot-Sizing Problem

Given a planning horizon of T periods, a set N of items to produce, and a set M

of plants, the MPCLSP consists of determining the production and inventory levels of

a number of products for each plant and each period, as well as the number of items445

to transfer between plants in each period. Each triplet (i, j, t), i ∈ N , j ∈ M , t ∈ T

is characterized by dijt, the demand of item i at plant j in period t; bijt the time to

produce a unit of item i at plant j in period t; fijt the setup time to produce the item

i at plant j in period t; cijt the unit production cost of item i at plant j in period t;

sijt the setup cost of item i at plant j in period t; hijt the unit inventory cost of item450

i at plant j in period t. Morever, a parameter Cjt represents the production capacity

of plant j in period t, whereas rjj′t is the minimum unit transfer cost of an item from
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plant j to plant j′ in period t. The decision variables are xijt, the quantity of item i

produced at plant j in period t; Iijt, the inventory level of item i at plant j at the end

of the period t; qijj′t, the quantity of item i transferred from plant j to plant j′ during455

period t; yijt, a binary variable that equals 1 if and only if item i is produced at plant j

in period t. A mathematical model (see, [41] for details) for the MPCLSP is then

min z =
∑
i∈N

∑
j∈M

∑
t∈T

cijtxijt + sijtyijt + hijtIijt +
∑

j′∈M,j′ 6=j

rjj′tqijj′t


s.t. Iij,t−1 + xijt −

∑
j′∈M,j′ 6=j

qijj′t +
∑

j′∈M,j′ 6=j
qij′jt − Iijt = dijt i ∈ N, j ∈M, t ∈ T (17)

xijt ≤

∑
j∈M

∑
l∈T,l≥t

dijl

 yijt i ∈ N, j ∈M, t ∈ T

∑
i∈N

(bijtxijt + fijtyijt) ≤ Cjt j ∈M, t ∈ T

Iij0 = 0 i ∈ N, j ∈M

xijt, Iijt ≥ 0 i ∈ N, j ∈M, t ∈ T

qijj′t ≥ 0 i ∈ N, j ∈M, j′ ∈M, t ∈ T

yijt ∈ {0, 1} i ∈ N, j ∈M, t ∈ T.

For this problem, there are three types (K = 3) of fundamental entities (the items,

the plants and the time periods). The items tag five parameters while the plants and the

time periods tag seven parameters. Hence, P1 = 5, P2 = 7 and P3 = 7. Therefore, the460

design variables are: α1, α2, α3, π1, π2, π3, µ1
p (p = 1, . . . , 5), µ2

p (p = 1, . . . , 7) and

µ3
p (p = 1, . . . , 7).

The MPCLSP instances used to test our method were randomly generated, accord-

ing to [41] and [42]. By combining different values for the number of periods, the

number of plants, and the number of items, we have defined five classes of instances,465

and we have generated 10 instances for each of them. The results of the compari-

son between our automatically-designed neighborhoods and both the spherical and the

relaxation-induced neighborhoods are reported in Tables 14, and 15, and show that SN

and ADN provide comparable performance, whereas RIN is never able to improve the

objective function value of the initial solution. When Tmax = 300 seconds, the average470

objective function improvements are 1.92% and 1.43% for SN and ADN, respectively.
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Table 14: Results for the MPCLSP, Tmax = 300 seconds. Parameters’ values after the training phase:

∆∗ = |N | ∗ |M | ∗ T/16, f∗ = 1, nl∗ = 500, µ1p = 0 (p = 1, . . . , 5), µ2p = 0 (p = 1, . . . , 7), µ3p = 0

(p = 1, . . . , 5).

Instance SN RIN ADN

T |M | |N | DEV Time DEV Time DEV α∗
1 α∗

2 α∗
3 π1 π2 π3 Iter Time

(%) (sec) (%) (sec) (%) (sec)

12 15 80 2.43 210 0.00 300 1.84 0.04 0.00 0.00 0.00 0.00 1.00 8 300

20 80 5.23 299 0.00 300 1.36 0.05 0.00 0.00 0.00 0.00 1.00 1 300

150 0.00 300 0.00 300 1.58 0.007 0.00 0.00 0.33 0.33 0.33 42 300

30 150 0.00 300 0.00 300 0.92 0.007 0.00 0.00 0.33 0.33 0.33 21 300

Table 15: Results for the MPCLSP, Tmax = 600 seconds. Parameters’ values after the training phase:

∆∗ = |N | ∗ |M | ∗ T/16, f∗ = 1, nl∗ = 500, µ1p = 0 (p = 1, . . . , 5), µ2p = 0 (p = 1, . . . , 7), µ3p = 0

(p = 1, . . . , 5).

Instance SN RIN ADN

T |M | |N | DEV Time DEV Time DEV α∗
1 α∗

2 α∗
3 π1 π2 π3 Iter Time

(%) (sec) (%) (sec) (%) (sec)

12 15 80 2.43 210 0.00 600 2.55 0.04 0.00 0.00 0.00 0.00 1.00 11 600

20 80 5.39 459 0.00 600 1.38 0.05 0.00 0.00 0.00 0.00 1.00 1 600

150 1.66 600 0.00 600 2.66 0.01 0.00 0.00 0.33 0.33 0.33 63 600

30 150 0.00 600 0.00 600 1.57 0.01 0.00 0.00 0.33 0.33 0.33 24 600

When the time limit is increased to 600 seconds, the average objective function im-

provements become 2.37% and 2.04% for SN and ADN, respectively. For both Tmax

values, spherical neighborhoods are exhaustively explored before the time limit in two

cases out of four.475

7. Conclusions

In this paper, we have presented a procedure that aims to synthesize automatically

a “good" neighborhood structure from a MIP model. The algorithm takes into account

the characteristics of the specific problem as well as the peculiar distribution of the in-

stances to be solved. In particular, first the procedure extracts some semantic features480

from a given MIP compact model; secondly, these features are used to derive auto-

matically some neighborhood design mechanisms; finally, the “proper mix" of such

29



mechanisms is sought through an automatic configuration phase perfomed on a train-

ing set representative of the reference instance population. We have perfomed extensive

computational experiments on four well-known combinatorial optimization problems.485

Results show that our automatically-generated neighborhoods outperform state-of-the-

art model-based neighborhoods with respect to both scalability and solution quality.
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position search for 0-1 mixed integer programs, Comput. Oper. Res. 37 (2010)

1055–1067.

[14] Z. Kiziltan, A. Lodi, M. Milano, F. Parisini, Bounding, filtering and diversifica-

tion in CP-based local branching, J. Heuristics 18 (2012) 353–374.520

[15] E. Danna, E. Rothberg, C. Le Pape, Exploring relaxation induced neighborhoods

to improve MIP solutions, Math. Prog. Ser. A 102 (2005) 71–90.

[16] F. Parisini, M. Milano, Sliced neighborhood search, Expert Syst. Appl. 39 (2012)

5739–5747.

[17] F. Parisini, M. Milano, Improving CP-based local branching via sliced neighbor-525

hood search, in: Proceedings of the 2011 ACM Symposium on Applied Comput-

ing, SAC ’11, ACM, New York, 2011, pp. 887–892.

[18] G. Ghiani, G. Laporte, E. Manni, Model-based automatic neighborhood design

by unsupervised learning, Comput. Oper. Res. (2014) To appear.

[19] P. Van Hentenryck, L. Michel, Synthesis of constraint-based local search algo-530

rithms from high-level models, in: Proceedings of the National Conference on

Artificial Intelligence, volume 22, 2007, pp. 273–278.

[20] S. A. M. Elsayed, L. Michel, Synthesis of search algorithms from high-level cp

models, in: J. Lee (Ed.), Principles and Practice of Constraint Programming –

31



CP 2011, volume 6876 of Lecture Notes in Computer Science, Springer Berlin535

Heidelberg, 2011, pp. 256–270.

[21] P. Van Hentenryck, L. Michel, Constraint-based local search, The MIT Press,

2009.

[22] S. Mouthuy, P. Van Hentenryck, Y. Deville, Constraint-based very large-scale

neighborhood search, Constraints 17 (2012) 87–122.540

[23] F. Hutter, H. H. Hoos, T. Stützle, Automatic algorithm configuration based on lo-

cal search, in: Proceedings of the National Conference on Artificial Intelligence,

volume 22, 2007, pp. 1152–1157.

[24] M. Birattari, Tuning Metaheuristics: A Machine Learning Perspective, Springer

Publishing Company, Inc., 2009.545

[25] H. H. Hoos, Programming by optimization, Commun. ACM 55 (2012) 70–80.

[26] M. Birattari, T. Stützle, L. Paquete, K. Varrentrapp, A racing algorithm for config-

uring metaheuristics, in: Proceedings of the Genetic and Evolutionary Computa-

tion Conference, GECCO ’02, Morgan Kaufmann Publishers Inc., San Francisco,

CA, USA, 2002, pp. 11–18.550

[27] P. Balaprakash, M. Birattari, T. Stützle, Improvement strategies for the F-Race

algorithm: Sampling design and iterative refinement, in: T. Bartz-Beielstein et

al. (Ed.), Hybrid Metaheuristics, volume 4771 of Lecture Notes in Computer Sci-

ence, Springer Berlin Heidelberg, 2007, pp. 108–122.

[28] B. Adenso-Díaz, M. Laguna, Fine-tuning of algorithms using fractional experi-555

mental designs and local search, Oper. Res. 54 (2006) 99–114.

[29] M. López-Ibánez, J. Dubois-Lacoste, T. Stützle, M. Birattari, The irace package,

iterated race for automatic algorithm configuration, IRIDIA, Université Libre de

Bruxelles, Belgium, Tech. Rep. TR/IRIDIA/2011-004 (2011).

[30] S. Russell, P. Norvig, Artificial Intelligence: a Modern Approach, Prentice-Hall,560

2010.

32



[31] A. Brooke, D. A. Kendrick, A. Meeraus, R. E. Rosenthal, GAMS: a user’s guide,

Course Technology, 1988.

[32] R. Fourer, D. M. Gay, B. W. Kernighan, AMPL: A Modeling Language for Math-

ematical Programming, 2nd ed., Duxbury Press, 2012.565

[33] P. Van Hentenryck, The OPL optimization programming language, MIT Press,

Cambridge, 1999.

[34] D. Pisinger, S. Ropke, Large neighborhood search, in: Handbook of metaheuris-

tics, Springer, 2010, pp. 399–419.

[35] M. R. Anderberg, Cluster Analysis for Applications: Probability and Mathemat-570

ical Statistics: A Series of Monographs and Textbooks, volume 19, Academic

press, 2014.

[36] M. Desrochers, J. Lenstra, M. Savelsbergh, F. Soumis, Vehicle routing with time

windows: Optimization and approximation, in: B. Golden, A. Assad (Eds.),

Vehicle Routing: Methods and Studies, North-Holland, Amsterdam, 1988, pp.575

65–84.

[37] C. E. Miller, A. W. Tucker, R. A. Zemlin, Integer programming formulations and

traveling salesman problems, J. ACM 7 (1960) 326–329.

[38] G. Reinelt, TSPLIB - A Traveling Salesman Problem Library, ORSA J. Comput.

3 (1991) 376–384.580

[39] M. Fischetti, J. J. Salazar-González, P. Toth, A branch-and-cut algorithm for the

symmetric generalized traveling salesman problem, Oper. Res. 45 (1997) 378–

394.

[40] M. Solomon, Algorithms for the vehicle routing and scheduling problems with

time window constraints, Oper. Res. 35 (1987) 254–265.585

[41] M. C. V. Nascimento, M. G. C. Resende, F. M. B. Toledo, GRASP heuristic with

path-relinking for the multi-plant capacitated lot sizing problem, Eur. J. Oper.

Res. 200 (2010) 747–754.

33



[42] F. M. B. Toledo, V. A. Armentano, A Lagrangean-based heuristic for the ca-

pacitated lot-sizing problem in parallel machines, Eur. J. Oper. Res. 175 (2006)590

1070–1083.

34


	Introduction
	Literature review
	The basic idea
	Semantic feature extraction 
	Model-based features
	Example.

	Solution-based features
	Example


	Neighborhood design mechanisms
	Computational results
	Traveling Salesman Problem
	Generalized Traveling Salesman Problem
	Vehicle Routing Problem with Time Windows
	Multi-Plant, Multi-Item, Multi-Period Capacitated Lot-Sizing Problem

	Conclusions

